2609.38078v1 [cs.RO] 29 Sep 2026

arxiv

t¢2 MotorMind: Scaffolding General
Vision Language Models for Zero-Shot Robot Manipulation
Bingxuan Li", Siqi Song”, Yizhuo Wu", Jiarui Yao, Tong Zhang, Huan Zhang
@ University of Illinois Urbana-Champaign

P/

& https://motor-mind.github.io

04 Transport 05 Release 06 Verify
7K.
N

01:00 01:17 01:25 02:23 02:40 02:44

) EXECUTOR EXECUTOR MONITOR (async) EXECUTOR EXECUTOR VERIFIER
Align with the battery Close the gripper Check grasp stability Move above the box Open the gripper Check release

f:i:’:é Asynchronous Scaffolding of VLM for Robot Manipulation

Execution Plan Observe Propose Act | Ouesed Verify Retry Propose Run batch
A_|
Monitor Observe Observe STOP Observe Observe Look
Memory Use latest finished note Write outcome note
Stop at the next action boundary; cancel queued actions Writing overlaps the next subgoal
Base tasks LIBERO-PRO - success (%) Perturbed tasks LIBERO-PRO - success (%)
1000 66.7 98.3 98.3 1000
: 53.8 51.2 633
50.0 50.0
- [l = H .
0.0 0.0
CaP-X MotorMind OpenVLA-OFT .5 CaP-X MotorMind OpenVLA-OFT o5
Zero-shot Zero-shot Fine-tuned Fine-tuned Zero-shot Zero-shot Fine-tuned Fine-tuned

Figure 1. MotorMind: Equipping general-purpose vision-language models into robot controller. VLM proposes mid-level
actions (e.g. "move forward by 12.20mm"), then pass to the control layer that connects those decisions to physical execution
and feedback. Asynchronous monitoring enables interruption of pending actions, and outcome verification guides recovery and
replanning. This design supports zero-shot manipulation across simulation and real-world settings without task-specific training.

Abstract

Vision-language-action (VLA) models have advanced robotic manipulation, but their zero-shot generalization in new
tasks and environments remains limited, and their reliance on specialized training keeps them from benefiting directly
from rapidly advancing general-purpose vision-language models (VLMs). In parallel, recent agentic robotic systems
leverage VLMs for high-level reasoning or coding agents for robot control, but often depend on extensive external
models and tools, introducing additional complexity and cost. This motivates us to ask: Can a general-purpose
VLM itself operate a robot more like the human teleoperator by reasoning directly from observations, issuing
actions, and continuously adapting to execution feedback, without relying on external models such as learned
action experts, coding agents or grounding tools like SAM3? In this work, we introduce MotorMind, a robot
manipulation harness that connects VLM-proposed mid-level actions to deterministic robot control and feedback, with
asynchronous monitoring and background memory updates.Without task-specific policy training, coding agents, or
additional grounding tools such as SAM3, MotorMind achieves 66.7% success on the base LIBERO-PRO suites and
53.8% under perturbations, compared with at most 13.3% and 19.2%, respectively, for the prior zero-shot methods
we evaluate. The same interface reaches 95% average success on a real xArm6 robot across direct manipulation and
human-perturbation settings. Replacing the backbone with a stronger VLM further improves performance, while the
remaining failures—primarily due to visual grounding, embodied reasoning, and action knowledge—decrease as VLM
capability improves. These results show that a general-purpose VLM, when equipped with an appropriate mid-level
action representation and asynchronous execution harness, can perform effective zero-shot robotic manipulation.
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1. Introduction

Robotics foundation models such as vision-language-action (VLA) models have emerged as a promising
paradigm for robotic manipulation by mapping visual observations and language instructions directly to
robot actions (Kim et al., 2025b, Black et al., 2025a). Despite strong in-distribution performance, their
zero-shot transfer remains limited under changes in object appearance, spatial configuration, task semantics,
and environment structure. In practice, strong performance in an unknown setting often relies on additional
robot-action data or policy adaptation (Kim et al., 2025a). In addition, these models were created via
training on specialized robotics datasets and cannot directly benefit from the emerging intelligence from
recent generic vision-language foundation models.

A parallel line of work explores agentic robotics, where general-purpose VLMs are used for planning and
high-level reasoning while external components handle perception, grounding, action generation, motion
planning, or execution(Lu et al., 2026, Zhang et al., 2026). This avoids learning every stage of manipulation
end-to-end, but often rely on substantial external models, including learned action experts(Black et al.,
2025a), segmentation model(Carion et al., 2026), skill libraries(Lu et al., 2026, Fu et al., 2026), motion
planners(Huang et al., 2023), and iterative execution modules(Chen et al., 2026c¢). As a result, advances in
the spatial understanding and embodied reasoning capabilities of general-purpose VLMs have not necessarily
been translated into simpler and more general robotic systems. This motivates a more direct question:

Can a general-purpose VLM itself operate a robot more like the human teleoperator by reasoning
directly from observations, issuing actions, and adapting to execution feedback, without relying on
external models such as learned action experts, coding agents or grounding tools like SAM3?

To study this question, we evaluate three local decisions required during manipulation: selecting the
next action, assessing progress toward a subgoal, and judging subgoal completion. Across the evaluated
models, action selection is less accurate than either progress assessment or completion judgment, and
even the stronger judgments remain imperfect. These findings identify limitations in local manipulation
decisions; they do not establish that a particular control abstraction causes those errors. Motivated by these
findings, we introduce MotorMind, a VLM-centric manipulation harness designed around two principles.
First, a compact mid-level action representation exposes parameterized translations, rotations, and gripper
operations to the VLM, while embodiment-specific controllers convert these proposals into physical motion.
Second, background monitoring checks updated observations during execution and can request cancellation
of pending commands at the next action boundary. Motion proposals, execution, and outcome assessment
form a sequential decision loop; memory summaries are generated asynchronously for subsequent planning
and verification. This organization lets the system reconsider an invalid continuation without requiring each
monitoring check to block execution. This design enables the same VLM-facing reasoning and action interface
to operate across different robot embodiments. In simulation, MotorMind achieves a 66.7% success rate on
the LIBERO-PRO base suite, compared with 13.3% for the strongest prior method we evaluated without
target-domain policy training(Fu et al., 2026). Under semantic, object, position, and task perturbations, it
achieves 53.8% success, while the strongest prior zero-shot baseline reaches 19.2%. Importantly, the same
interface transfers to a real xArm6 robot without additional policy adaptation, achieving 95% average success
across direct manipulation and human disturbance settings. These results show that a general-purpose VLM
can provide a strong zero-shot decision-making core when coupled with an appropriate control abstraction
and execution structure.

MotorMind also seamlessly improves with the VLM backbone: replacing the Qwen3.8-Flash-Next back-
bone (targeted for fast local robotics inference) with GPT-6 Sol (stronger but slower via API) further boosts
the success rate on LIBERO-PRO base suite from 66.7% to 83.3%. This suggests that improvements in general-
purpose multimodal foundation models may translate directly into stronger robotic behavior without requiring
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Method @) Action Generation & Extra Components ¥ Execution

795 (Black et al., 2025a) Learned action policy Trained action model Action chunks
MolmoAct2 (Fang et al., 2026) Learned action policy Trained action model Closed-loop prediction
OpenVLA-OFT (Kim et al., 2025b) Trained action model Fine-tuned action decoder Action chunks

GROOT N1.5 (NVIDIA, 2025) Trained action model Diffusion action model Policy rollout

CaPX (Fu et al., 2026) Generated robot code Perception and control tools Program execution
VoLoAgent (Chen et al., 2026a) VLA + robot primitives Perception models and tools Tool orchestration
Harness VLA (Zhang et al., 2026) VLA + primitives VLA + primitive library Feedback-guided retries
MotorMind VLM Only None Asynchronous Execution

Table 1. Comparison of robotic manipulation methods. Most existing works rely on a learned action policy, generated
robot code, or extra perception and control modules. MotorMind uses the VLM directly for semantic action generation
without a coding agent, learned action model, SAM-based perception, or external inverse kinematics (IK) solver. See
Appendix A for a detailed discussion of related work.

a redesign of the overall control architecture, or retraining with specialized data or model architecture. Our
extensive failure analysis sheds light on the error modes that stronger VLM models reduce, with most failures
arising from three sources: imperfect visual grounding, such as selecting the wrong object or target location;
embodied reasoning errors, such as incorrectly determining that a task has completed; and insufficient action
knowledge, where the model repeatedly proposes ineffective motions for particular situations.

Overall, our results support a complementary direction to conventional VLA scaling. Rather than learning
robotic behavior fully from demonstrations, increasingly capable VLMs can provide much of the semantic
decision making required for manipulation when physical interaction is exposed at the right level of abstraction.
This reframes zero-shot robotic control as a problem of aligning general-purpose model capabilities with control
representation, rather than solely learning specialized action policies.

2. Diagnosing VLMs for Robotic Manipulation

Using a general-purpose VLM as a robotic policy requires bridging semantic reasoning and embodiment-
specific motion. We first examine how semantic decisions can be grounded into robot control and which
VLM capabilities are sufficiently reliable for manipulation. The VLM policy must repeatedly answer three
questions: What should happen next? Did the previous action make progress? Is the current subgoal complete?
We therefore study three capabilities:

* Action Selection: Choose the next action from the instruction and current observations.

* Progress Assessment: Determine whether an observed transition advances the task.

* Subgoal Completion: Determine whether the current state satisfies the stated subgoal and its success
criterion.

Diagnostic Benchmark. We construct an embodied question-answering benchmark with 240 questions,
80 for each capability. Action selection proposes future behavior, progress assessment interprets execution
outcomes, and subgoal completion determines whether the active subgoal requires further actions. In the
benchmark, action selection and progress assessment require the model to use past and current observations
to predict the type of the next action and determine whether progress toward the current subgoal has been
achieved. Subsubgoal completion requires the model to judge whether the stated criterion is satisfied from
the current observation. These questions assess local visual decision making rather than closed-loop control
of a complete task. See Appendix B for more details.

Diagnostic Results and Analysis. Table 2 reveals three findings that inform the harness design. First, action
selection is the least accurate capability for every evaluated model, ranging from 18.75% to 60.00%. For



MotorMind: Scaffolding General Vision Language Models for Zero-Shot Robot Manipulation

Action Selection Progress Verification Goal Completion

. 0 1 1
Current scene Current wrist Previous Scene Current Scene Current scene Current wrist
suBGOAL Place the held bowl on the plate suBGoAL Push the plate to the area directly suBGoAL Open the middle drawer
and release it. in front of the stove. of the cabinet.
Action type + direction / gripper state Binary progress judgment The middle drawer is visibly pulled out.
Open gripper i Yes Complete
What should the - {g@ - pen gripp Did the robot - {3@ - Is the subgoal - {g@ - p!
robot do next? {"type":"gripper’, make progress label = 1 complete? Jabel = 1

state":"open’}

Figure 2. Diagnosing VLM capabilities for robotic manipulation. We evaluate action selection, progress assessment,
and subgoal completion.

Model Action Progress Completion Overall Latency |
Qwen3.8-Flash-Next-FP8(Qwen Team, 2026) 36.25 55.00 65.00 52.08 276
HY-Embodied-0.5 MoT-2B(Tencent Robotics X et al., 2026)  20.00 50.00 47.50 39.17 402
Hy-Embodied-VLM-1.0 A3B(Wang et al., 2026) 18.75 43.75 50.00 37.50 592
Cosmos3-Nano(NVIDIA, 2026) 18.75 50.00 62.50 43.75 3035
GLM-5.3-Flash(Z.ai, 2026) 37.50 52.50 58.75 49.58 403
GPT-6 Astra(OpenAl, 2026) 60.00 76.25 82.50 72.92 8724

Table 2. Diagnostic Results. Accuracy (%) on action selection, progress verification, subgoal completion, and all 240
questions overall. Latency denotes mean inference time per query in milliseconds.

Qwen3.8-Flash-Next, action accuracy is 36.25%, compared with 55.00% for progress assessment and 65.00%
for completion. The answer spaces differ across these tasks, so these percentages describe performance on
the diagnostic rather than equivalent measures of intrinsic difficulty. They motivate short action proposals
that can be revised after observing their effects. Second, progress and completion judgments remain
imperfect, motivating outcome assessment that combines model judgments with measured robot feedback.
The diagnostic alone does not establish that repeated checks eliminate these errors. Third, GPT-6 Astra
achieves the highest accuracy on all three capabilities but takes substantially longer per query: 8.724s,
compared with 0.276s for Qwen3.8-Flash-Next. This accuracy-latency trade-off motivates considering both
decision quality and feedback frequency when choosing the backbone. Together, the findings motivate
a revisable, feedback-driven control interface; they do not isolate control abstraction as the cause of the
observed errors.

3. MotorMind: VLM Harness for Zero-Shot Robotic Manipulation

The analysis in Section 2 motivates three design choices for MotorMind. First, we use Qwen3.8-Flash-Next
as a practical balance between manipulation reasoning capability and inference latency. Second, the system
continuously refines short-horizon action decisions, allowing spatial errors to be corrected as interaction
unfolds. Third, as VLMs are not fully reliable at assessing execution progress or task completion, MotorMind
repeatedly checks progress and verifies subgoal outcomes.

These choices lead to a harness that connects a frozen VLM to measured robot feedback through mid-level
actions. Motion decisions follow a sequential execution loop, while monitoring and memory updates run
asynchronously.
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3.1. Task Formulation

Given a natural-language instruction /¢, the objective is to produce a sequence of robot actions that satisfies
the requested physical outcome. At decision cycle ¢, the harness observes o; = (Z;, ;), where Z; contains
the available camera images and r; contains measured robot state, including the tool pose and gripper
state. MotorMind uses a frozen general-purpose VLM to make decisions from these observations without
task-specific policy training.

To connect a task-level instruction to physical interaction, the Planner constructs an ordered sequence
of subgoals G = (g1, ...,¢m)- Each subgoal specifies an intended state change, a target description, and a
success criterion. For example, taking an object requires evidence that it is held, while carrying it requires
both reaching the destination and retaining the grasp. The active subgoal therefore defines what the next
actions should accomplish and what evidence is needed to accept their outcome. Because execution can
invalidate the initial plan, the harness tracks which task requirements have been satisfied and can revise the
remaining subgoals. The action interface below turns each active subgoal into a short, revisable sequence of
motions.

3.2. Mid-level Action Representation

Rather than asking the VLM to produce joint commands, MotorMind exposes parameterized actions in the
robot’s base frame. For each cycle, the Executor returns a structured proposal containing an assessment of
the current subgoal, a completion signal, an optional action batch, and an expected outcome. A batch is
represented as

Ar = (ar1, ..., a1k,), arg = (To ﬂt,k),

where 7;, denotes the action type and #,, its parameters. The core manipulation primitives are move,
rotate, and gripper. A translation spe,ciﬁes a direction or axis and a distance; a rotation specifies a
direction or axis and an angle; a gripper action specifies opening or closing, optionally with a requested
width. For example, a proposal can open the gripper, move left by a specified distance, and descend toward
the target. The VLM selects the actions and their magnitudes, while the Controller converts them into
embodiment-specific motion.

This interface gives the VLM control over how to pursue a subgoal while keeping the proposal interpretable
and executable. The Controller validates each command, resolves its parameters into Cartesian motion, and
records what the robot actually did. Subsequent proposals receive fresh observations, measured feedback,
and recent execution history, so an intended movement is not treated as an achieved one. A completion signal
requests outcome assessment; it does not by itself establish success. Appendix C.2 describes the grounding
and feedback mechanisms, and Appendix C.3 gives the remaining command fields and auxiliary actions.
These representations provide the shared interface through which the roles below coordinate execution.

3.3. Architecture Overview

MotorMind assigns five reasoning roles to the same general-purpose VLM: Planner, Executor, Monitor,
Verifier, and Memory. The roles share model capabilities but receive different context and have different
output authority. A deterministic Controller handles physical execution. Figure 3 illustrates how a subgoal
moves through these components; Appendix C.1 provides role-specific prompt excerpts.

The Planner translates the instruction into subgoals and revises the unfinished plan when execution
evidence requires a change. For the active subgoal, the Executor uses current images, robot measurements,
and recent cycle history to propose a short action batch. The Controller validates and executes the batch,
checking later actions against fresh observations and returning measured motion and gripper outcomes. This
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Figure 3. Overview of MotorMind. The Planner specifies subgoals and success criteria. The Executor proposes short
action batches, which the Controller converts into robot motion. During execution, the Monitor evaluates updated
observations and can request interruption at an action boundary, cancelling pending commands. Outcome assessment
then determines whether to advance, retry, or replan. Memory summarizes execution evidence and assessed outcomes
in the background for subsequent decisions.

closes the local decision loop: each new proposal is conditioned on the state reached by the previous attempt.

Two further roles evaluate whether that interaction remains consistent with the task. The Monitor
watches the running subgoal and reports events such as a wrong target, a dropped object, or a changed
scene. Its output is an alert, not a replacement action. At the end of an attempt, the Verifier assesses the
success criterion using observations and robot-state evidence. Directly measured outcomes, such as a lost
grasp or a measured release, can settle an attempt before a model verdict is needed. The resulting assessment
determines whether the harness advances, retries the subgoal, or requests a revised plan; completing the
plan also requires a task-level completion check.

Finally, Memory condenses execution evidence and assessed outcomes into a compact note for subsequent
planning and verification. This note carries information across attempts, while the Executor’s recent-cycle
history supplies local context for motion decisions. The architecture thus separates action generation, ongoing
monitoring, and outcome assessment. Its scheduling determines how these roles exchange evidence without
making every background check block the robot.

3.4. Asynchronous Scheduling

Sequential execution backbone. Within each subgoal, the main loop observes the scene, localizes the target
when needed, constructs the Executor’s context, requests a proposal, and executes its action batch. These
operations remain sequential: a proposal depends on the current observation, and the next cycle depends on
the measured outcome of the batch. Verification and replanning likewise follow the evidence that triggers
them. Asynchrony is introduced around this decision loop, allowing monitoring and memory construction to
proceed without waiting for the main loop to finish an entire subgoal.

Concurrent monitoring and interruption. The Monitor runs on a background thread throughout a subgoal
attempt, examining updated observations periodically and after motion steps. It evaluates whether the
ongoing interaction remains consistent with the active subgoal and its success criterion. Informational alerts
are recorded as evidence; a STOP alert requests cancellation of the running batch. The Controller reaches
the next action boundary before stopping, and pending commands are discarded. For example, detecting
that the robot has grasped the wrong object can prevent it from executing a queued placement action. The
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Monitor does not choose corrective motions: it interrupts a potentially invalid continuation and leaves the
next decision to outcome assessment and recovery.

Verification and recovery. Whether an attempt ends normally or through interruption, its outcome is
assessed using updated observations, measured state, and any Monitor alert. An interruption is therefore a
reason to reassess, not a verdict that the subgoal has failed or succeeded. If the criterion is satisfied, the
harness advances; otherwise, it can retry the active subgoal or return the unresolved task requirements to
the Planner. Monitoring for the ended attempt stops without waiting for an in-flight model call, and any
late response from that attempt is discarded. The next attempt begins with its own monitoring context,
preventing a stale alert from affecting a new subgoal.

Non-blocking memory updates. After each outcome assessment, the harness requests a memory summary
on a background writer. The next subgoal can begin while this summary is still being generated. Planning
and verification read the latest completed note rather than waiting for the newest request, and pending
requests are consolidated so the writer incorporates evidence accumulated since its last accepted summary.
This preserves a sequential chain of motion decisions while allowing both scene monitoring and evidence
summarization to overlap ongoing execution.

4. Experiments

We evaluate whether the harness in Section 3 turns a frozen general-purpose VLM into an effective manipu-
lation system without task-specific policy training. Our experiments address two complementary questions:
how well does MotorMind perform relative to zero-shot and task-fine-tuned baselines, and can it revise its
decisions when the task changes during execution? We first evaluate task success, robustness to perturbations,
and execution efficiency on LIBERO-PRO. We then test adaptation to moving objects, scene changes, and
revised instructions, examining whether observation-driven execution remains effective when an initial plan
is no longer sufficient.

4.1. Main Experiment

Evaluation Settings. We evaluate MotorMind on the Goal, Spatial, and Object suites of LIBERO-PRO(Zhou
et al., 2025). The base evaluation uses the original, unperturbed episodes. The perturbation evaluation
measures performance under Semantic, Object, Position, and Task perturbations. Together, these settings
test task completion in the original environments and generalization when instructions, objects, layouts, or
tasks change. See Appendix D for more details.

Baselines and Implementation. We compare with four VLA policies (7195, MolmoAct2, OpenVLA/OFT, and
GROOT N1.5) in zero-shot and fine-tuned configurations where available. These VLA policy baselines directly
predict low-level action tokens, providing a natural comparison for isolating the effect of our mid-level action
representation. We also evaluate CaP-X and Harness VLA with their single-pass and iterative configurations,
and VoLoAgent with either a fine-tuned or a zero-shot VLA backbone. These methods all follow sequential
execution, providing a direct comparison for evaluating the effect of our asynchronous scheduling. We
group methods according to whether their underlying action policy uses task-specific fine-tuning; agent-level
test-time interaction alone does not place a method in the fine-tuned group.MotorMind uses Qwen3.8-Flash-
Next as its VLM backbone. It uses no LIBERO demonstrations, task-specific policy fine-tuning, or learned
task-specific action model. Its VLM-facing semantic actions and asynchronous execution follow Sec. 3.

Metrics. We report task success rate (SR, %) and mean episode wall time in seconds as the primary metrics.
As a secondary summary of their trade-off, we report a time-normalized success score,

TimeScore = 625 ,
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Method Configuration Base success rate (%) Perturbation success rate (%) Base efficiency Perturbation efficiency
Goal Spatial Object Avg. Semantic Object Position Task Avg. Time (s) | Time score T Time (s) | Time score 1
Fine-Tuned Policies / Agentic Methods with Fine-Tuned Policies
05 Fine-tuned 95.0 100.0 100.0 98.3 98.3 95.0 36.7 233 63.3 59 997.1 6.8 562.1
MolmoAct2 Fine-tuned 100.0 100.0 100.0 100.0 95.0 90.0 36.7 30.0 62.9 6.6 914.6 7.7 492.2
OpenVLA / OFT Fine-tuned 95.0 100.0 100.0 98.3 96.7 86.7 11.7 10.0 51.2 5.7 1033.5 6.7 459.9
GROOT N1.5 Fine-tuned 0.0 95.0 0.0 31.7 30.0 30.0 1.7 16.7 19.6 15.6 121.8 16.2 72.4
VoLoAgent (FT VLA as Tool) Zero-shot agent 55.0 90.0 100.0 81.7 88.3 83.3 45.0 25.0 60.4 106.2 46.1 216.9 16.7
Zero-shot 35.0 30.0 30.0 317 30.0 31.7 28.3 25.0 28.8 354.6 5.4 342.5 5.0
S1: 5 loops 55.0 50.0 55.0 533 65.0 51.7 50.0 50.0 54.2 1040.4 3.1 1286.2 2.5
Harness VLA (FT VLA as Tool) S1: 10 loops 70.0 90.0 80.0 80.0 75.0 66.7 53.3 66.7 65.4 1764.0 2.7 2184.1 1.8
S2: 5 loops - - - - 55.0 48.3 43.3  41.7 47.1 - - 1125.2 2.5
S2: 10 loops - - - - 70.0 58.3 41.7 45.0 53.8 - - 1866.2 1.7
Zero-Shot Methods
05 Zero-shot 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 8.3 0.0 8.2 0.0
MolmoAct2 Zero-shot 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 9.4 0.0 9.3 0.0
OpenVLA / OFT Zero-shot 0.0 0.0 0.0 0.0 0.0 0.0 0.0 3.3 08 34.7 0.0 34.4 1.5
GROOT N1.5 Zero-shot 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 6.3 0.0 6.2 0.0
Zero-shot 5.0 0.0 5.0 3.3 15.0 3.3 1.7 33 58 68.5 2.9 72.4 4.8
CaP-X (GPT5.6-Terra + Claude Opus 5) 5 loops 25.0 0.0 15.0 133 25.0 16.7 16.7 15.0 18.3 290.1 2.8 270.2 4.1
10 loops 250 0.0 150 133 267 167 167 167 19.2 346.4 23 320.4 3.6
VoLoAgent (zero-shot VLA as Tool) Zero-shot 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 500.0 0.0 500.0 0.0
MotorMind (Qwen3.8-Flash-Next) Zero-shot 45.0 75.0 80.0 66.7 58.3 46.7 51.7 58.3 53.8 223.4 17.91 248.5 12.99

Table 3. Main Evaluation Results. Success rates and averages are reported separately for unperturbed base tasks and
perturbed tasks; walltime and time-normalized success score use the corresponding evaluation subset. Methods are
grouped by whether their underlying policy uses task-specific fine-tuning. Time score is 60s/T in pp/min, where s is
success on a 0-100 scale and T is wall time in seconds; it does not measure monetary or compute cost.
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Figure 4. Success rate versus episode wall time. The four panels separate base and perturbation evaluations and
distinguish methods with fine-tuned policies from zero-shot methods. Orange points denote MotorMind; orange
horizontal lines show its success rate for reference in the fine-tuned panels. Gray dashed curves indicate the same
time-normalized success score as MotorMind.

where s is the numerical success percentage on a 0-100 scale and T is the reported mean episode wall time
in seconds for the same evaluation subset. The score is measured in percentage points per minute (pp/min);
dividing it by 100 gives successes per minute when time is averaged over all evaluated episodes. For example,
66.7% success in 223.4 s gives 17.91 pp/min. This is a descriptive time-normalized score, not a measure of
monetary or compute cost. We interpret it alongside success and wall time, since short failed episodes do
not indicate effective manipulation.

Experiment Results. MotorMind achieves the highest success rate among the evaluated zero-shot methods,
with average success rates of 66.7% on the base suites and 53.8% under perturbations (Table 3). Without
task-specific action-policy training, it achieves 75.0% success on base Spatial tasks and 58.3% under Task
perturbations. As shown in Figure 4, this zero-shot performance is also competitive with task-fine-tuned
policies: across 240 perturbed episodes, MotorMind achieves 53.8% average success, compared with 51.2%
for OpenVLA-OFT. The modest 2.6-percentage-point gap indicates comparable performance, highlighting
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Dynamic Scene Dynamic Prompt Manipulation setting Scene evolution
Method Reasoning Shift Manipulation Shift
(10 tasks) (10 tasks) (5 tasks) (5 tasks)
0.5 0% 70% 0% 20%
GROOT N1.5 0% 10% 0% 0%
MolmoAct2 20% 50% 40% 0% ik i e W
CaP-X 30% 20% 20% 60% g &
MotorMind ~ 70% 90% 80% 60% ' L

Table 4. Adaptive reasoning evaluation. Left: Success rates across four task groups. Right: Example in which the
robot must reason and act while the scene evolves. Parentheses indicate the number of tasks; bold and underlined
entries denote the best and second-best results, respectively.

MotorMind’s ability to match a task-fine-tuned policy without task-specific policy training. These results
demonstrate that MotorMind can translate the capabilities of a pretrained multimodal model into effective
manipulation through observation-driven execution. Its strong zero-shot performance across the evaluated
suites and perturbations supports this approach as a practical alternative to task-specific policy fine-tuning.

4.2. Adaptive Tasks Experiment

We further test whether MotorMind can adapt its decisions to changes that occur during execution. In
the conveyor setting shown on the right of Table 4, objects continue moving while the robot identifies and
approaches its target, requiring the agent to reason from the latest observations rather than a static initial
scene. We evaluate four groups of tasks: Dynamic Reasoning, Scene Shift, Dynamic Manipulation, and
Prompt Shift. Appendix E describes the task definitions, interventions, and evaluation protocol for all four
groups.

* Dynamic Reasoning: Track and manipulate moving objects whose target is specified through semantic,
relational, or temporal descriptions rather than named directly.

* Scene Shift: Keep the instruction fixed while moving the target object or destination during execution.

* Dynamic Manipulation: Track and manipulate objects moving on a conveyor during execution.

* Prompt Shift: Change the instruction after a physical trigger without resetting the robot or scene, requiring
the agent to revise its decisions from the current state.

As shown in Table 4, MotorMind achieves 70% success on Dynamic Reasoning, 90% on Scene Shift,
80% on Dynamic Manipulation, and 60% on Prompt Shift. The strongest baseline in each group achieves
30%, 70%, 40%, and 60%, respectively. These results suggest that the same semantic action interface and
asynchronous inference process can support decisions even when the environment changes during execution.

5. Real Robot Deployment

We deploy MotorMind on a physical xArm6 robot to evaluate its real-world performance with table-top
tasks. MotorMind receives observations from the robot and RealSense D455 cameras and executes actions
through the standard xArm6 SDK, without task-specific demonstrations or fine-tuning. We design tasks in
three settings to evaluate MotorMind’s ability to perceive objects, adapt to scene changes, and interpret
instructions, respectively.

Direct Perception. The instruction explicitly identifies both the object and its destination, i.e., “Put the blue
cube in the white bowl.” This setting tests whether the system can locate the specified object and destination
and execute the actions required to complete the placement on the physical robot.
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T1 & 80%

Object Direct Perception Human Intervention Avg. SR

Bowl Box Bowl Box T2  100%
Blue Cube 100% 100% 100% 100% 100% T3 = 100%
Corn 100% 100% 100% 80% 95%
Batt 90% 100% 80% 90% 90%

attery (] (] (] (] (] Ta 60%
Avg. SR 97% 100% 93% 90% 95% ' ! ! ' !
0 20 40 60 80 100

Success rate (%)

Table 5. Real-robot zero-shot deployment. Left: Success rates in Direct Perception and Human Perturbation tasks.
Right: Success rates on Semantic Understanding tasks. Instructions include semantic categories, visual attributes, or
spatial relations.

Task: “Pick the blue cube into the box” @ Planner / Verifier @ Executor @ Monitor @ Gate @ Tool = localization evidence
s
@ Planning ® over_blue_cube ©® Recovery

Planner: 6 subgoals

1 over_blue_cube
2 take_blue_cube
3 1ift_blue_cube
4 carry_blue_cube
5 put_blue_cube
6 retreat

Planner: task - subgoals with done-criteria (5.0 s) Executor: forward 19, left 152, down 122 mm Executor: right 304, down 100 mm; then left 26, back 5, up
Tool: box located, two fixed views agree (5.8 s) Tool: wrist close-in put the cube 152 mm RIGHT; the executor 100 mm

wrote left Tool: wrist close-in, £29 mm (85.8 s)

Monitor: “gripper directly over a white bowl, not the blue Verifier: done on the 2nd check (138.3 s)

cube” (315 s, again 45.4 5)
) X

©® put_blue_cube

240-266 =

® carry_blue_cube ® lift_blue_cube ©® take_blue_cube

196-240 s 174-196 s 139-174 s

PR
-
-

scene 17265
Gate: 3 descents refused (box rim 68 mm) - down 78 mm Executor: back 179, right 49 Executor: up 150 mm Gate: close refused once: tool 25 mm above the cube's top
Executor: gripper open - RELEASED (262.5 s) mm Verifier: done, “net vertical face - descent set to 139 mm
Verifier: task_done, “blue cube is clearly visible resting inside Tool: box, two fixed views displacement of 150 mm”, Executor: back 7, left 6, down 139 mm, gripper close
the cardboard box” (265.8 s) agree holding (195.7 s) Robot: HELD (172.0's)
Verifier: done (239.8 s) Verifier: done (174.1 s)

Figure 5. Real-robot execution and recovery. In this case, the instruction is to place the blue cube in the box,
MotorMind initially moves toward an incorrect region near the white bowl. The Monitor identifies a mismatch with the
intended subgoal. From a new observation, the Executor re-localizes the cube, grasps it, and completes the placement.

Human Perturbation. We use the same object-destination tasks as in Direct Perception, but introduce human
interventions after execution begins. A person deliberately moves or replaces the relevant object during
execution to disrupt task progress. This setting tests whether the system can use subsequent observations to
detect the scene change and adapt its remaining actions.

Semantic Understanding. The instruction identifies the intended object or destination through semantic
categories (e.g., “the food item”), visual attributes (e.g., “the same color”), or spatial relations (e.g., “in the
middle”), rather than explicitly naming it. This setting tests whether the system can interpret the instruction
in the observed scene and execute the corresponding action.

Results and Case Study In our evaluation, each object-destination pair in Direct Perception and Human
Perturbations is evaluated over 10 trials per setting, whereas each of the four Semantic Understanding tasks
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- Qwen3.8-Flash-Next B GPT-6 Sol (Medium Reasoning) Component ablation
Success rate (%) Wall time (s) Success Wall time Time score Delta success
100 (%) (s) (pp/min) (pP)
100 400 370.4
50 850 Noreplan  36.7 103.3 21.30 -30.0
75 70 70
50 "
50 No verifier 60.0 231.4 15.56 -6.7
25
No planner 0.0 96.2 0.00 -66.7

Spatial Object Goal Spatial Object Goal

Figure 6. Backbone sensitivity and component ablations. Left: success rate and wall time across three LIBERO-PRO
base task suites on single seed with Qwen3.8-Flash-Next and GPT-6 Sol (Medium Reasoning) Right: performance after
removing replanning, verification, or planning. A Success is measured in percentage points relative to the full system’s
66.7% success rate. Time score uses the definition in Section 4 (pp/min).

I Grounding
B 14 _
o€ L I Completion
Semantic 49 M Planning
ot 31 | 20 | || W Progress check
™ Failure monitor
Position il 45
Task 4s
0 10 20 30 40 50 60

VLM decision errors per 60 episodes (raw counts)

Figure 7. Failure analysis of VLM decision errors across LIBERO-PRO settings.

is evaluated over 5 trials. Object arrangements are randomized.

Results. As shown in Table 5, MotorMind achieves a pooled success rate of 95% across Direct Perception
(98%) and Human Perturbations (92%), showing high placement success even under human interventions.
On the four Semantic Understanding tasks, success rates are 80%, 100%, 100%, and 60% . These results
highlight MotorMind’s ability to translate semantic descriptions into successful physical actions across varied
instruction types.

Qualitative Case Study. Figure 5 illustrates how MotorMind detects and corrects an execution error. After
the Planner decomposes the instruction into subgoals, the initial approach positions the gripper above the
white bowl rather than the blue cube. The Monitor flags this mismatch, and the Executor uses updated visual
observations to correct the gripper’s position before proceeding, and continue the task through placement in
the box. This rollout illustrates the role of observation-driven correction during physical execution.

6. Discussion

Backbone Sensitivity We replace Qwen3.8-Flash-Next with GPT-6 Sol (Medium Reasoning). As shown in
Figure 6, GPT-6 Sol improves success from 70% to 80% on Spatial, 80% to 100% on Object, and 50% to 70%
on Goal. Its average success rate across these suites is 83.3%, compared with 66.7% for Qwen3.8-Flash-Next.
This gain comes with longer wall time in every suite, most notably on Spatial (370.4 s versus 199.0s). These
results suggest that the harness can benefit from a stronger reasoning backbone.

Ablation Study The ablations identify which reasoning functions sustain task success. Removing replanning
reduces success from 66.7% to 36.7%, a 30.0 percentage-point drop: the system has fewer opportunities to
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recover when execution diverges from its plan. Removing the verifier yields 60.0% success, a smaller but
measurable 6.7-point drop, indicating that explicit progress checks improve reliability. Removing the planner
is most damaging, reducing success to 0.0%. The shorter wall times of some ablated variants therefore do not
indicate more effective execution; in particular, the zero time-normalized success score without the planner
must be read alongside its zero success rate. Appendix F further examines the effect of the execution budget
on success and wall time.

Failure Analysis We categorize errors except malformed-output into grounding, completion, planning,
progress checking, and failure monitoring. Grounding errors account for the largest share overall, particularly
under Semantic, Object, and Position perturbations, while premature completion claims are also a major
source of failure, especially for Task and Object perturbations. These results suggest that as foundation models
continue to improve, a lightweight harness around a general-purpose VLM may become an increasingly
practical path toward robust, general-purpose robotic manipulation. See Appendix G for more details.

7. Conclusion

We presented MotorMind, a zero-shot robotic manipulation harness that uses a single frozen VLM across
five complementary roles, connects its reasoning to robot control through a mid-level action representation,
and coordinates a sequential execution loop with concurrent monitoring, background memory updates, and
explicit outcome verification. On LIBERO-PRO, MotorMind achieves 66.7% success on the base suites and
53.8% under perturbations, the highest among the zero-shot methods evaluated; it further reaches 95%
success on real-world xArm6 placement tasks, handles adaptive manipulation scenarios with moving objects,
and improves to 83.3% average success when using GPT-6 Sol as a stronger backbone. Our failure analysis
shows that the remaining errors are dominated by inaccurate visual grounding and premature claims of task
completion, suggesting that these bottlenecks can increasingly be addressed by stronger future VLMs with
improved visual understanding and self-verification.
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A. Related Work

A.1. Robot Foundation Models

Vision-language-action (VLA) models adapt pretrained vision-language models into robot policies and map
observations and language instructions directly to low-level actions (Brohan et al., 2023, Kim et al., 2025b,
Ghosh et al., 2024, Black et al., 2025b). More recent systems improve continuous action generation and open-
world transfer by leveraging the rapid growth of robot datasets and advances in generative modeling (Black
et al., 2025a, NVIDIA, 2025, Fang et al., 2026).

Despite their broader task coverage, the performance of robot foundation policies remains bounded by
the coverage of their robot-action training distribution. Deployment to new task settings and embodiments
commonly requires collecting in-domain demonstrations and fine-tuning the policy, limiting truly zero-shot
transfer(Kim et al., 2025a, Mitra et al., 2025). Moreover, adapting a VLM to low-level actions can weaken the
general multimodal understanding, instruction following, and semantic reasoning capabilities that originally
motivates the VLA paradigm Hancock et al. (2026).

In contrast, we explore zero-shot robot control with a general-purpose VLM, without task-specific robot
data or policy fine-tuning, and directly leverage its spatial priors and semantic knowledge through an explicit
primitive action interface.

A.2. Coding Agents for Robot Manipulation

Language models can also control robots by generating programs over robot APIs. Prior works use language
models to generate executable robot programs or spatial objectives and constraints that are passed to motion
planners (Liang et al., 2023, Huang et al., 2023, 2025). More recent work extends this idea in different
ways. CaP-X studies agents that generate, execute, and revise robot programs, ASPIRE acquires reusable
skills through exploration, and RHO uses execution feedback to optimize multi-file control software before
deployment (Fu et al., 2026, Lu et al., 2026, Elmaaroufi et al., 2026).

However, coding-agent systems face a trade-off between responsiveness and efficiency. Online code
revision introduces the latency of multi-turn program generation, while offline variants rely on programs or
skills fixed before deployment and cannot adapt to unexpected environmental changes during execution.

A.3. VLM-Based Robot Control

Recent systems combine a high-level VLM with a learned robot policy. LITEN reflects on past execution
trajectories to learn which instructions a low-level VLA can perform and uses this experience to improve later
plans (Shah et al., 2025). VoLo and Harness VLA similarly use VLMs for planning and orchestration while
relying on frozen VLA policies and analytic primitives for physical execution (Chen et al., 2026a, Zhang
et al., 2026). These systems add reasoning around learned robot policies, but their physical capabilities still
depend on the underlying action models and therefore can’t be readily deployed in new settings without
adapting the action backend.

Another line of work enables general-purpose VLMs to control robots through compact interfaces com-
posed of translation, rotation, gripper, and other semantic actions (Hu et al., 2026, Guo et al., 2026, Liu
et al., 2026). (Hu et al., 2026, Guo et al., 2026, Liu et al., 2026).

Concurrent with our work, Show-Harness introduces a modular, plugin-based framework that augments a
sequential observe-reason—act loop with situated planning, action chunking, and predefined failure-recovery
routines (Chen et al., 2026b). Both works are motivated by a similar intuition: enabling general-purpose
VLMs to control robots through an interface resembling human teleoperation. However, the resulting harness
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Task Decision being diagnosed Visual input Count

Action selection Primary primitive to execute after the current ob- Scene and wrist views at ¢y, t; 80
servation #q

Progress verification Whether the transition from f; to ; advances the Scene and wrist views at fy,f; 80
stated subgoal

Subsubgoal completion Whether the state at #; satisfies the stated subgoal Scene and wrist views at #; 80

and criterion

Table 6. Composition of the manipulation decision diagnostic.

designs differ substantially. First, execution scheduling differs: Show-Harness follows a primarily sequential
interaction loop, whereas MotorMind runs monitoring concurrently with physical execution and generates
memory summaries in the background, while action proposals, outcome assessment, and replanning remain
sequential. Second, decision autonomy differs: Show-Harness formulates control largely as VLM-based
tool selection over predefined Python plugins, while MotorMind explicitly decomposes decision making
across planning, execution, monitoring, and verification, allowing the VLM to reason directly about task
decomposition and intermediate decisions. Third, motion parameterization differs: Show-Harness grounds
actions through predefined or rule-selected motion increments, whereas our Executor predicts parameterized
mid-level actions with VLM-reasoned motion magnitudes. Finally, correction mechanisms differ: Show-
Harness primarily performs reactive recovery after execution failures, while MotorMind supports proactive
interruption by monitoring ongoing execution and canceling pending actions when they become inconsistent
with the evolving scene. Because Show-Harness appeared concurrently with our work, we focus on clarifying
these methodological distinctions rather than providing a direct experimental comparison.

B. Diagnostic Evaluation Details

B.1. Data Construction

The diagnostic seperates three local decisions that arise during manipulation: selecting what to do next,
deciding whether an observed transition advances the current subgoal, and deciding whether the current
state satisfies that subgoal. Separating these questions prevents a single episode-level success indicator
from obscuring their different failure modes. The unit of evaluation is therefore one image-conditioned
question about a local subgoal, rather than a closed-loop execution of a complete task. Table 6 summarizes
the resulting 240-question set.

We constructed the questions from LIBERO expert demonstrations. Codex inspected the expert trajectories
and their private state evidence, selected temporal windows, and decomposed each task into local decisions.
Rather than sampling frames uniformly, it selected segments with a visually discernible change and a
meaningful decision at t1, then adjusted t; and f; when the change was too small or the interval extended
beyond the relevant decision.

Codex also rewrote complete task instructions into local, observable subgoals and success criteria, such
as approaching a handle, aligning the gripper, grasping or lifting an object, carrying it above a destination,
lowering and releasing it, opening or closing a drawer, and changing an object’s orientation. A single visual
segment may support both an action question and a progress question, whereas completion questions use
states selected for judging the result. Exact text deduplication gives 138 distinct subgoal strings and 142
distinct (subgoal, success criterion) pairs.
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B.2. Question Generation and Labels

Question construction jointly specifies the observation window, a local subgoal, its observable success criterion,
and the reference answer. During annotation, Codex had access not only to the two camera views shown
in each question, but also to private construction-time evidence: end-effector and object poses, joint and
gripper states, expert controls, short future windows, simulator predicates, and the outcomes of perturbed
and control rollouts.

Codex proposed the initial questions, labels, and refines by jointly inspecting the images and private
evidence. These proposals were then reviewed by a human expert, whose feedback was used to correct
labels, replace ambiguous frames, revise object relations, and narrow or expand subgoal scope.

The action task asks for one primary next action and uses three JSON schemas: move with forward,
backward, left, right, up, or down; rotate with yaw_left, yaw_right, pitch_up, pitch_down,
roll_ccw, or roll_cw; and gripper with state open or close. Both translations and rotations are
expressed in the robot base frame using the right-hand rule. The label specifies only the prioritized primitive,
not a distance, angle, speed, or complete executable command.

We determined each reference action from the local subgoal together with the next expert control,
the end-effector displacement over a short window, and changes in object and grasp state. For rotational
evidence, we computed relative orientation as

AR = RiR;", €8]
converted it to a rotation vector, and expressed that vector in the robot base frame.

Progress is labeled as a function of (Oy,, Oy,, subgoal, criterion). A transition receives label 1 when it
advances the specified subgoal and label O when it does not, acts on the wrong object, disrupts a required
relation, or moves toward an incompatible state.We construct negative progress examples either by pairing
an expert transition with a visually grounded counterfactual subgoal, or by restoring an expert state and
executing a physically simulated action perturbation. We retain only perturbations whose realized outcomes
do not advance the specified subgoal.

Subsubgoal completion is judged only from the two views at #; and the explicitly stated success criterion.
Label 1 means that the criterion is satisfied; label 0 means that it remains incomplete or that the scene is in
an incompatible state. Completion negatives capture two distinct cases: a goal or state mismatch, or correct
progress that has not yet met the completion criterion.

B.3. Prompts and Scoring

We use the following prompts for the three diagnostic tasks.

Action Selection Prompt

You are evaluating robot observations for an embodied decision task. Use only
the supplied images, subgoal and success criterion. Return exactly one JSON
object with no explanation.

Images are upright RGB. The images labeled "scene" are from the fixed EXTERNAL
camera; the images labeled "wrist" are from the camera mounted on the gripper,
which moves with it. Camera motion alone is not object motion. Compare the two
views and, when supplied, the two times.

SUBGOAL REFERENCE FRAME: Unless explicitly stated otherwise, left/right and
leftmost/rightmost in the natural-language subgoal or success criterion refer
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to LEFT and RIGHT IN THE FIXED EXTERNAL CAMERA IMAGE (the view labeled
"scene"), as seen by the viewer looking at the displayed image. Image-left
means the left side of that image; image-right means the right side of that
image. For example, "the bowl to the right of the plate" identifies the bowl
on the plate's image-right side in the scene view. These words do not specify a
robot-base action direction. Do not use the moving wrist camera to redefine
these relations. Object-relative descriptions such as "in front of the stove"
retain their contextual spatial meaning; do not automatically reinterpret them
as base +X or —X.
ACTION OUTPUT REFERENCE FRAME: Only the direction names in the output action
use the robot BASE coordinate system. Translation: forward=+X, backward=-X,
left=+Y, right=-Y, up=+Z, down=-Z. Rotations use the right-hand rule about base
axes: yaw_left=+Z, yaw_right=-Z, pitch_up=-Y, pitch_down=+Y, roll_ccw=+X,
roll_cw=-X. Base and world axes align in these scenes. A target on image-right
does not necessarily require the action "right"; identify the intended target
in the scene view, then choose the base-frame motion toward it. The reference
frames are distinct; no universal image-left/base-left or
image-right/base-right equivalence is specified.
For action selection, choose the primary NEXT primitive after current tl1 that
advances the subgoal; do not describe the past motion. Valid outputs:
{"type":"move","direction":"forward|backward|left|right|up|down"},
{"type":"rotate","direction":"yaw_left|yaw_right|pitch_up|pitch_down|roll_ccw|
roll cw"},
or {"type":"gripper","state":"open|close"}. Choose a
single value, not the literal pipe-separated list. No distance or angle is
requested.

Progress Verification Prompt

You are evaluating robot observations for an embodied decision task. Use only
the supplied images, subgoal and success criterion. Return exactly one JSON
object with no explanation.

Images are upright RGB. The images labeled "scene" are from the fixed EXTERNAL
camera; the images labeled "wrist" are from the camera mounted on the gripper,
which moves with it. Camera motion alone is not object motion. Compare the two
views and, when supplied, the two times.

SUBGOAL REFERENCE FRAME: Unless explicitly stated otherwise, left/right and
leftmost/rightmost in the natural-language subgoal or success criterion refer
to LEFT and RIGHT IN THE FIXED EXTERNAL CAMERA IMAGE (the view labeled
"scene"), as seen by the viewer looking at the displayed image. Image-left
means the left side of that image; image-right means the right side of that
image. For example, "the bowl to the right of the plate" identifies the bowl
on the plate's image-right side in the scene view. These words do not specify a
robot-base action direction. Do not use the moving wrist camera to redefine
these relations. Object-relative descriptions such as "in front of the stove"
retain their contextual spatial meaning; do not automatically reinterpret them
as base +X or -X.

For progress verification, output {"label":1} if the change from tO to til
advances the stated subgoal, otherwise {"label":0}. A subgoal need not be
complete to show progress; preparation counts when it advances the stated
subgoal. Mere unrelated motion does not.
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Model Translation (48) Rotation (19) Gripper (13)

Qwen3.8-Flash-Next-FP8 47.92% (23/48) 0.00% (0/19) 46.15% (6/13)
HY-Embodied-0.5 MoT-2B 20.83% (10/48) 15.79% (3/19) 23.08% (3/13)
Hy-Embodied-VLM-1.0 A3B 31.25% (15/48) 0.00% (0/19) 0.00% (0/13)
Cosmos3-Nano (understanding tower) 27.08% (13/48) 0.00% (0/19) 15.38% (2/13)
GLM-5.3-Flash 41.67% (20/48) 15.79% (3/19) 53.85% (7/13)
GPT-6 Astra (medium) 58.33% (28/48) 63.16% (12/19)  61.54% (8/13)

Table 7. Action-selection results by primitive type. Accuracy is reported separately for translation, rotation, and
gripper questions.

Subgoal Completion Prompt

You are evaluating robot observations for an embodied decision task. Use only
the supplied images, subgoal and success criterion. Return exactly one JSON
object with no explanation.

Images are upright RGB. The images labeled "scene" are from the fixed EXTERNAL
camera; the images labeled "wrist" are from the camera mounted on the gripper,
which moves with it. Camera motion alone is not object motion. Compare the two
views and, when supplied, the two times.

SUBGOAL REFERENCE FRAME: Unless explicitly stated otherwise, left/right and
leftmost/rightmost in the natural-language subgoal or success criterion refer
to LEFT and RIGHT IN THE FIXED EXTERNAL CAMERA IMAGE (the view labeled
"scene"), as seen by the viewer looking at the displayed image. Image-left
means the left side of that image; image-right means the right side of that
image. For example, "the bowl to the right of the plate" identifies the bowl
on the plate's image-right side in the scene view. These words do not specify a
robot-base action direction. Do not use the moving wrist camera to redefine
these relations. Object-relative descriptions such as "in front of the stove"
retain their contextual spatial meaning; do not automatically reinterpret them
as base +X or -X.

For subgoal completion, output {"label":1} only if the stated subgoal and its
success criterion are satisfied at t1, otherwise {"label":0}. If release is
required, holding an object at the target is insufficient.

Table 7 reports action-selection accuracy separately for translation, rotation, and gripper primitives.

C. MotorMind Implementation Details

C.1. VLM Roles and Prompts

MotorMind separates task-level reasoning, action generation, execution monitoring, outcome verification,
and memory construction through role-specific VLM calls. The separation is enforced by both the information
supplied to each call and its structured output schema. In particular, the executor receives one subgoal rather
than the full planning problem, while the motion supervisor and scene monitor have no action field and
therefore cannot silently replace an action already being executed.

Planner Prompt
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You turn a task told in one sentence into a list of small subgoals for a robot arm.
You do not move the robot: another agent, the executor, takes one subgoal at a time
and proposes the motions itself. Everything you have worked out must reach it as
the wording of a subgoal, because the wording and the criterion are the only things
it is given. You answer with one JSON object and nothing else.

Replanner Prompt

A plan you wrote is part-way through and something has gone wrong. You write the
steps that are still to come. The finished ones are kept by the caller and must not
appear again. You answer with one JSON object and nothing else.

Executor Prompt

You decide what a robot arm should do next. You are given a subgoal, what the
cameras see now, and what the robot reports about itself. You answer with one JSON
object and nothing else. You are not the planner: choose the next few actions that
move the subgoal forward, not the whole task. They may be a move across the table,

a descent, a lift, a turn, a gripper command or a wait - whatever the situation in
front of you actually calls for.

Motion Supervisor Prompt

You are watching one motion that is already running on a robot arm. Your only
decision is whether it should carry on or stop now. You cannot start, change,
extend or replace a motion. You answer with one JSON object and nothing else.

Scene Monitor Prompt

You are watching a robot arm while one step of a task runs. You are the only one
looking at the task as a whole; another agent is already judging each individual
motion, so that is not your job. You cannot start, stop, change or suggest a motion.
You answer with one JSON object and nothing else.

Verifier Prompt

You decide whether one step of a robot task actually happened. You are shown the
scene before the step and the scene now, and what the robot that performed it claims.
You are not that robot and you are not obliged to agree with it. You answer with
one JSON object and nothing else.

Memory Manager Prompt
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You keep the memory of a robot run. You are given what the robot was asked to do,
the plan it is following, the note you wrote last time, and the log of what has
happened since - one line per motion, with the numbers the robot measured. You
answer with one JSON object and nothing else. You do not decide what the robot does
next and you never write an action: you write down what is now known, so that the
planner can decide better.

Target Locator Prompt

You look at pictures of a table and say what is on it and where. You answer with
one JSON object and nothing else. You never describe a motion and you never mention
the robot.

The prompts above are incomplete excerpts that summarize the role definitions. We will provide the
complete prompt files in the supplementary material.

C.2. Visual Grounding and Measured Feedback

The Executor receives current images together with a structured description of robot state and recent
execution. The state includes tool pose, gripper opening and holding state, measured motion since the
previous observation, and available clearance information. Its local history records recent proposals, refusals,
and outcomes. When localization is required, the VLM identifies the target through labeled image-space
bounding boxes. Compatible fixed-camera views are triangulated. A close wrist view can refine the estimate.
The resulting target offsets, uncertainty, and view disagreement are supplied to the Executor in the same
base-frame direction vocabulary used by its actions.

C.3. Structured Proposals and Auxiliary Actions

An Executor proposal contains assessment, done, an optional command, expect, and confidence. The
command contains an ordered actions list. In addition to the core primitives in Section 3.2, the interface
supports wait, with a positive duration, and home. A translation supplies exactly one direction word or
base-frame axis and a positive distance in millimeters; a rotation supplies a direction or axis and an angle in
degrees. Optional command defaults specify translational and rotational speed, contact behavior, and a note.
Gripper actions specify open or close, with an optional width. A completion signal without a command
ends the attempt for assessment; with a command, it requests execution of that command before the attempt
ends. Schema and conversion errors are returned to the proposer for correction before execution.

D. Simulation Evaluation Details

D.1. LIBERO-Pro Tasks and Perturbations

We evaluate three LIBERO task families: Spatial, Object, and Goal. Each family contains 10 tasks evaluated
under five conditions: Base, Language, Object, Position Swap, and Task. Base is the unperturbed reference
condition; the other four conditions apply the corresponding benchmark-provided perturbations.

Language perturbations vary the wording of the task instruction. Object perturbations modify scene
objects according to the benchmark definitions. Position Swap perturbations alter object placements, while
Task perturbations change the instructed target or goal. We use the provided configurations for each condition.
Table 8 summarizes the evaluation conditions.
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Condition Configuration key Description

Base base Original, unperturbed task setting
Language lan Instruction wording perturbations
Object object Benchmark-defined object perturbations
Position Swap swap Object placement perturbations

Task task Target or goal perturbations

Table 8. LIBERO-Pro evaluation conditions. Each condition is applied to every evaluated task family.

Baseline Control mechanism Planning and memory

OpenPI 715 Direct VLA action prediction No external planner or task memory

OpenVLA Autoregressive action-token prediction No external planner or task memory

OpenVLA-OFT Continuous action-chunk prediction No external planner or task memory

GROOT N1.5  Native action-chunk prediction No external planner or task memory

MolmoAct2 Continuous action prediction No external planner or task memory

Harness VLA Tool-based execution with frozen 71 5 VLM planning and task-specific memory

VoLo VLM-guided execution with frozen 77y 5 VLM planning with visual perception tools

CAPX Generated Python programs over robot tools Program generation and visual execution feed-
back

Table 9. Baseline configurations. Direct policies predict robot actions, whereas agent frameworks add planning, tools,
or programmatic execution around their control policy.

The full evaluation matrix comprises 4 task families x 5 conditions x 10 tasks, yielding 200 task
configurations: 40 base configurations and 160 perturbed configurations. These are task configurations
rather than rollout counts; evaluation across multiple initialization seeds produces additional rollouts. Success
is determined by the environment’s predicate-based checks for the evaluated task.

D.2. Baseline Configurations

We evaluate direct vision-language-action (VLA) policies and agent frameworks that combine planning
with learned or programmatic execution. The direct VLA baselines comprise OpenPI 7y 5(Black et al.,
2025a), OpenVLA(Kim et al., 2025b), OpenVLA-OFT(Kim et al., 2025a), GROOT N1.5(NVIDIA, 2025), and
MolmoAct2(Fang et al., 2026). The agent baselines comprise Harness VLA(Zhang et al., 2026), VoLo(Chen
et al., 2026a), and CAP-X(Fu et al., 2026). All evaluated VLA weights remain frozen; we perform no
additional policy training or fine-tuning. For all LIBERO-Pro configurations that use 7ty 5, including its use
within Harness VLA and VoLo, we use the same OpenPI 1ibero_base checkpoint. Table 9 summarizes their
control and planning mechanisms.

Direct VLA Policies: Shared Setup. Direct VLA policies receive the task instruction and each model’s
supported observations, without MotorMind-generated subgoals, memory, or action corrections. We preserve
model-specific image preprocessing, state encoding, action decoding, and normalization. Predicted actions
are converted to LIBERO’s seven-dimensional control interface. Each policy follows its configured action
execution schedule before acquiring a new observation; chunk lengths are not assumed to be identical across
architectures.

OpenPI 71p5. We use the OpenPI 1libero_base 75 checkpoint as the direct 71p5 baseline and as the
shared 71( 5 execution policy in the agent frameworks. The policy receives visual observations, the language
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instruction, and robot state, and predicts continuous action chunks. We retain the corresponding LIBERO
observation and action transforms and normalization. In direct evaluation, the policy is conditioned on
the task instruction; within an agent framework, it receives the instruction selected by that framework. Its
weights remain frozen in both cases.

OpenVLA and OpenVLA-OFT. OpenVLA uses the published openvla/openvla-7b checkpoint with its
autoregressive action decoder. It receives a single scene image and the task instruction, without proprioceptive
input, and executes one action before the next observation. The implementation retains the original action
decoder and uses suite-specific LIBERO normalization statistics.

OpenVLA-OFT uses the published moojink/openvla-7b-oft-finetuned-libero-
spatial-object-goal-10 checkpoint with its continuous L1 action head and proprioceptive projec-
tor. It receives scene and wrist images, the instruction, and robot state, and executes eight-action chunks. We
retain the model-specific image preprocessing, proprioceptive normalization, and LIBERO action transforms.
Both policies are evaluated without additional weight updates.

GROOT N1.5. For the LIBERO-adapted configuration, we use youliangtan/grOOt-n1.5-1ibero-s
patial-posttrain across task families, without switching to a different checkpoint for each family. The
policy receives scene and wrist images together with robot state and language. We retain its native LIBERO
normalization and eight denoising steps. It predicts 16 actions, of which the first is executed before observing
again.

The raw-base configuration uses nvidia/GROOT-N1.5-3B with its pretrained DROID embodiment and
statistics. A DROID-to-LIBERO adapter converts the observation and action interfaces, and 16 actions are
executed between observations. This configuration evaluates embodiment transfer and is distinct from the
LIBERO-adapted policy; its results retain a separate baseline label.

MolmoAct2. We use the published allenai/MolmoAct2 and allenai/MolmoAct2-LIBERO check-
points for the base and LIBERO-adapted configurations, respectively. Both use continuous-action inference
with ten flow steps, normalized language, and no depth-reasoning mode. The input contains scene and wrist
images, the task instruction, and robot state; ten predicted actions are executed before the next observation.

The LIBERO-adapted policy uses its own LIBERO statistics. The base-weight configuration uses LIBERO-
derived normalization and robot metadata while retaining the base model weights. Accordingly, the base
configuration involves no additional policy training, but is not free of LIBERO-derived interface information.
These VLA policy can also be the ablation for mid-level action representation.

Harness VLA. Harness VLA combines a Qwen3.8-Flash-Next-FP8 planner with perception and execution
tools, including SAM3 and the frozen OpenPI 1libero_base 75 policy. The planner selects tool calls
and execution instructions, while the VLA provides the learned manipulation component. We retain the
framework’s native tool interface rather than replacing it with MotorMind’s semantic-action executor.

Harness VLA additionally constructs task-specific memory through exploration. Each task starts from
empty memory on seed 0, and the resulting memory is frozen at the designated exploration budget before
evaluation on new initial states. The evaluated memory-budget configurations use snapshots after five or ten
exploration attempts. Exploration changes the stored memory rather than the VLA weights. Exploration and
evaluation costs are treated separately, and memory budgets are identified with their corresponding results.
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Suite Tasks Evaluation focus

Interactive 10  Adapt to object or receiver displacement with an unchanged instruction.
Pure Dynamic 5 Identify, intercept, and place a named moving target.

Dynamic Reasoning 10  Resolve semantic, relational, and temporal references to moving targets.
Prompt Change 5 Respond to revised instructions without resetting the physical scene.

Table 10. Adaptive reasoning task suites. The four suites contain 30 online manipulation tasks in total.

VoLo. VoLo retains its Qwen3.8-Flash-Next-FP8 planner and SAM3/Molmo perception tools. The planner
uses visual context and tool outputs to guide execution by the frozen OpenPI 1libero_base 75 policy.
We retain the framework’s LIBERO observation and action transforms and normalization, with five actions
executed before the next policy observation. No additional policy training is performed. VoLo is evaluated
as an agent framework with its own planning and perception workflow; it does not receive MotorMind’s
memory, task-clause ledger, or geometric action corrections. VoLo is sequential execution agent, which can
also serve as the ablation for our asynchronous harness system.

CAP-X. CAPXis a program-generating baseline. It retains the agentO ReducedSkillLibrary interface
and generates executable Python code from visual observations and the task instruction. Generated programs
invoke the available robot tools, and subsequent visual feedback supports correction. Unlike the VL.A-based
frameworks above, CAP-X does not use 71y 5 as its execution policy.

Our implementation provides RGB-D observations and uses joint-position control. Candidate program
generation uses GPT-5.6-terra and Claude-Opus-5, with four candidates from each model; GPT-5.6-terra
performs synthesis and visual differencing. The method retains its code-generation and feedback workflow
rather than adopting MotorMind’s planner or action interface. Evaluation uses the applicable environment
task definition and predicate-based success checks.

E. Adaptive Reasoning Tasks

We evaluate adaptive reasoning in four online manipulation suites comprising 30 tasks. The suites test
responses to changes in object location, continuously moving targets, semantic and temporal target-selection
requirements, and revised instructions. Task definitions and intervention logic are implemented in the
environment. Object identities and state variables used to trigger interventions or score outcomes are not
supplied as privileged policy inputs. This study be framed as stress tests rather than precise quantitative
evidence.

E.1. Details of the Four Task Suites

Table 10 summarizes the four suites and their evaluation focus.

Scene Shift. The instruction remains fixed while the environment displaces either the object to be grasped or
its receiving container. Interventions are triggered by physical progress, such as approaching an object before
grasping or approaching a receiver after lifting the payload. Tasks include one, two, or three displacements,
testing both initial adaptation and repeated correction. The number of displacements in Table 11 specifies
the configured maximum; later interventions require the corresponding progress triggers to be reached.
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Task Instruction Intervention
1  put the ketchup in the wooden tray Receiver during transport; 1 displacement
2 put the bowl on the plate Receiver during transport; 1 displacement
3 put the wine bottle on the rack Target object before grasping; 1 displacement
4 put the cream cheese in the bowl Receiver during transport; 1 displacement
5  put the bbq sauce in the wooden tray Target object before grasping; 2 displacements
6  put the milk in the basket Receiver during transport; 2 displacements
7  put the chocolate pudding in the bowl Receiver during transport; 2 displacements
8  put the salad dressing in the wooden tray Target object before grasping; 3 displacements
9  put the orange juice in the basket Target object before grasping; 3 displacements
10  put the butter in the bowl Receiver during transport; 3 displacements

Table 11. Scene shift tasks. The instruction remains unchanged while the target object or receiving container is
displaced.

Task Instruction

pick up the red mug from the conveyor belt and place it in the basket

pick up the alphabet soup from the conveyor belt and place it in the basket

pick up the ketchup from the conveyor belt and place it in the red basket

pick up the blue-and-white cream cheese box from the conveyor belt and place it in the wooden tray
pick up the green ketchup from the conveyor belt and place it in the basket

g ph wWN =

Table 12. Dynamic manipulation tasks. Each instruction identifies a named target moving on a single-pass conveyor.

Dynamic Manipulation. These tasks use a single-pass conveyor. The instruction names the target, and
the agent must locate it among the moving objects, grasp it, and place it in the designated receiver. The
selected configurations include conveyor motion at 1.5 mm/s. Objects follow scripted conveyor motion until
a two-finger grasp transfers them to ordinary rigid-body dynamics. Targets that are not grasped can leave
the available conveyor region; the motion does not loop to provide repeated passes.

Dynamic Reasoning. These tasks combine conveyor manipulation with target selection from semantic
properties, exclusion, spatial relations, or observation history. Spatial references explicitly refer to the initial
arrangement.

Prompt Shift. The environment replaces the instruction after a predefined physical trigger while preserving
the robot and scene state. The tasks cover destination redirection, insertion of an intermediate operation,
an obstacle reminder, and target-object replacement. The agent must adapt from its current physical state
rather than restart the original task.

The first three instruction changes occur during transport after the object has been lifted and approached
toward its original destination. Task 4 introduces an obstacle and issues a reminder after the gripper-closing
event. Task 5 redirects the target during the pre-grasp approach. The trigger for Task 4 uses a positive closing
command and three consecutive steps with less than 1 mm change in gripper width; this event alone does
not certify a successful grasp. We note that the diagnostic is not intended to establish reliable low-level
control, but to characterize VLMs’ local decision-making capabilities and limitations, motivating a mid-level
action interface with continuous feedback and correction.

E.2. Dynamic Environment Protocol

Simulation stepping during planning. The dynamic protocol advances the environment according to
elapsed wall-clock time while the agent is planning or waiting for model inference. At the 20 Hz control rate,
the clock schedules one simulation step for each accumulated 0.05 s of non-action wall time. These steps
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Task Reasoning requirement Instruction
1  Contents: liquid pick up the packaged product containing liquid from the conveyor belt and place it in the basket
2 Category: edible item pick up the edible item from the conveyor belt and place it in the basket
3 Purpose: beverage pick up the beverage meant for drinking from the conveyor belt and place it in the basket
4 Category exclusion: not a bowl pick up the drinking vessel that is not a bowl from the conveyor belt and place it in the basket
5  Attribute exclusion: not red pick up the cup that is not red from the conveyor belt and place it in the basket
6 Initial spatial relation pick up the object that is between the two bowls in the initial arrangement on the conveyor belt and
place it in the basket
7  Cumulative temporal counting Select the second distinct food item over the entire episode, then pick it up downstream of the yellow

line and place it in the basket.

8  Purpose: seasoning, not drinking pick up the bottled product used to season food rather than to drink from the conveyor belt and
place it in the basket

9  Contents: fruit drink pick up the drink made from fruit from the conveyor belt and place it in the basket

10 Category and initial spatial relation pick up the food item that is between the two cups in the initial arrangement on the conveyor belt
and place it in the basket

Table 13. Dynamic reasoning tasks. The target is specified through semantic, exclusion-based, spatial, or temporal
constraints.

Task Initial instruction Replacement instruction

1 put the ketchup in the wooden tray Change of plan: put the ketchup on the plate instead of in the wooden
tray.

2 Put the chocolate pudding on the plate. Change of plan: put the chocolate pudding in the wooden tray
instead of on the plate.

3 Put the chocolate pudding on the plate. First put the chocolate pudding down on the table, turn on the stove
and keep it on, and then continue putting the chocolate pudding on
the plate.

4 put the chocolate pudding on the plate Avoid the obstacle and continue putting the chocolate pudding on
the plate.

5  Put the BBQ sauce in the wooden tray. Change of plan: leave the BBQ sauce on the table and put only the

chocolate pudding in the wooden tray.

Table 14. Prompt shift tasks. The instruction changes after a physical trigger without resetting the scene or robot.

keep the conveyor and environment dynamics progressing while the robot receives a zero-motion command.
Planning latency therefore contributes to elapsed scene evolution rather than providing a deliberately paused
environment. Robot actions retain their native execution schedule.

Observations and interventions. Agents receive the task instruction, their supported camera observations,
and robot measurements through their respective interfaces. They are not given ground-truth target identities,
scripted object trajectories, intervention triggers, or evaluator state. Interactive interventions alter the physical
scene while retaining the instruction. Prompt Change retains the physical scene and updates the instruction
at the trigger. All methods for a given task use the same task definition and intervention rule, although the
trigger may be reached at different times.

Instruction-update handling. Direct VLA policies discard queued actions associated with the old instruction
and use the revised text on subsequent inference. CAP-X interrupts the old program at an action boundary
and updates the generation goal. MotorMind retains the same mission and interrupts only the active subgoal.
The planner generates a new plan for the revised instruction using the current observation, the previous
plan, accumulated memory, and recent execution evidence. The physical environment is not reset, and
cancellation and switching time remain part of the episode budget.

Episode setup and budget. The online suites use a 600 s wall-clock budget. Interactive and Prompt Change
use ten settling steps; the dynamic suites use 32 settling steps and an additional 20,000-step horizon.
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Budget Goal Spatial Object Avg. SR Time (s) Time score
300s 40.0% 70.0% 90.0%  66.7% 159.8 25.03
450s 50.0% 70.0% 80.0% 66.7% 210.0 19.05
900s 40.0% 60.0%  50.0% 50.0% 320.0 9.37
3,600s 50.0% 60.0% 70.0% 60.0% 296.4 12.14

Table 15. Execution-budget ablation. Average success does not increase monotonically with the maximum execution
budget. Time score uses the definition in Section 4 (pp/min). The 300 s setting matches the success of the 450 s setting
while requiring less wall time.

Success criteria. Task success is assessed using environment predicates rather than an agent’s declaration
of completion. For tray placement in Prompt Change Tasks 2 and 5, scoring requires the object origin to lie
within the oriented tray region, upward load-bearing support from the tray, and release from the gripper. The
implemented stove-interruption check records whether the stove was on before final placement; it does not
independently verify the requested intermediate table placement or that the stove remains on at termination.
For intervention suites, task success and whether the intervention trigger was reached are separate outcomes;
episodes that fail before triggering an intervention remain part of the task evaluation.

F. Additional Ablation Study

Effect of Execution Budget. Table 15 shows that both the 300 s and default 450 s settings achieve 66.7%
average success. The shorter budget reduces mean wall time from 210.0s to 159.8 s, a 23.9% reduction, and
increases time-normalized success score from 19.05 to 25.03. Extending the budget to 900 s lowers average
success to 50.0%; the 3,600 s setting reaches 60.0%. Thus, additional time alone does not consistently
improve task completion in this evaluation. An effective harness must use new observations to decide when
further action is useful and when execution should stop.

G. Error Analysis Details

The analysis covers episodes behind the MotorMind rows of Tables 3 is shown in the Figure below.

Base (60 episodes)

Recovered, or

Perturbed (240 episodes)

Recovered, or

final failure Outcome final failure Outcome
_ No failure
No failure (44%) Success (54%)
(57%) Success (67%)
Episodes Episodes
(100%) (100%) | Recovered (10%)
False done (9%)
R 109 I
| Recovered (10%) Eailure IStuck (18%)

Failure I (56%)

Stuck (17%) °
(43%) Out of budget (33%) IEmpty grasp (12%) fjOut of budget (38%)

IEmpty grasp (5%)
Wrong object (2%)
Misplaced (3%)

I Dropped (7%)

Wrong object (6%)
Misplaced.(8%)
=Dropped (2%)

Figure 8. Physical failure analysis tracing MotorMind episodes through failures, recovery, and outcomes on unper-
turbed (left) and perturbed (right) LIBERO-PRO tasks. Each failed episode is assigned its last unrecovered failure;
Recovered episodes had failures and recovered from all of them. False done: the model declared the task complete while
its goal predicate was false. Band thickness is proportional to the share of episodes within each panel.
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